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Abstract

Finite-state transducer (FST) composition is a fundamental but
computationally expensive operation in domains such as speech
recognition and natural language processing. Despite the increasing
computational power of GPUs, existing parallelization approaches
for FST composition face challenges due to irregular memory access
during traversal and the high computational cost of comparing tran-
sitions. In this work, we leverage specialized GPU ray tracing (RT)
cores to accelerate this non-graphics computation. We introduce
RayFST, which maps the FST structure into a 3D spatial represen-
tation and retrieves transitions through hardware-accelerated ray
intersection. We also present two ray-based optimizations: Ray
Forwarding, which performs label matching directly by emitting
rays across the two FSTs, and Dynamic Ray Generation, which
eliminates invalid rays and balances workloads across rays. Ex-
periments on real-world FST benchmarks show an 8.9× geometric
mean speedup over the state-of-the-art GPU FST library and up to
1.61× end-to-end training speedup on two FST applications.

CCS Concepts

• Computing methodologies→ Ray tracing; • Theory of com-

putation→ Parallel algorithms; Transducers.
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1 Introduction

Finite-state transducers (FSTs) are a key computational model for
data transformation and are widely used in tasks such as natu-
ral language processing [24, 25, 39], speech recognition [33, 44],
structured data parsing [36, 37], and bioinformatics [23]. FSTs are
finite-state machines in which each transition carries an input label
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Figure 1: Average execution time breakdown per training

iteration for two FST applications on an NVIDIA RTX 3090

GPU. FST composition dominates the runtime in both appli-

cations.

and an associated output label from a possibly different alphabet,
transforming input sequences into output sequences. A central op-
eration in these applications is FST composition, which constructs
a new transducer that combines the behavior of two FSTs. This
enables modular construction by incrementally combining trans-
ducers, making it possible to express multi-stage processing and
map inputs directly to final outputs. However, FST composition
can be expensive because its computational cost grows with the
cross-product of the transitions in the two input transducers and
is further exacerbated by irregular traversal patterns. For instance,
large-vocabulary automatic speech recognition systems often con-
struct complex decoding graphs by composing multiple FSTs across
acoustic, context, lexical and language-model levels [32]. More
recently, differentiable FST frameworks require the FST to be ex-
plicitly composed during training [19], making precomputed or
on-the-fly composition inapplicable [21]. In these workloads, com-
position becomes part of the critical execution path, and FSTs are
constructed dynamically. As a result, composition latency directly
contributes to end-to-end performance.

Achieving fast FST composition thus demands hardware-level ac-
celeration. Researchers have turned to GPUs, whose massive thread-
level parallelism and high memory bandwidth support transition
lookup and label matching [10, 40]. To understand the performance
implications of FST composition in practice on GPUs, we profile
the training of two differentiable FST applications (detailed in §5.4):
automatic speech recognition (ASR) [38] and handwriting recogni-
tion (HWR) [30]. Both applications require executing multiple FST
compositions per training iteration. We use GTN [40], the state-of-
the-art GPU implementation of FST composition, to perform these
FST computations in the applications. As shown in Figure 1, FST
composition takes 56.4% and 61.7% of the training time in ASR and
HWR, respectively. FST composition is more expensive than the
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forward and backward passes of the neural network. These results
show that FST composition remains the main execution bottleneck
in end-to-end training. In this paper, our characterization shows
that the bottleneck remains on conventional GPU cores for two
main reasons: (1) Irregular memory access from graph traver-

sal: simultaneous traversal of two graph-structured FSTs scatters
memory requests across addresses. This pattern prevents coalesced
memory accesses on GPUs and lowers throughput. (2) Redundant
comparisons in label matching: during composition, transitions
from two input states must be compared by their labels to identify
matching transitions. This cross-product creates quadratic work,
but only a small subset of comparisons produce matches. As a result,
GPUs spend much of their computation on comparisons that do
not produce composed transitions.

Beyond conventional GPU cores, modern GPUs also integrate
specialized ray tracing (RT) cores, which were first introduced in
NVIDIA’s Turing architecture [2]. RT cores were originally de-
signed to accelerate graphics rendering by efficiently detecting
ray-primitive intersections using a hardware-accelerated Bound-
ing Volume Hierarchy (BVH). Recent studies have shown that RT
cores can also accelerate irregular, non-graphics workloads [16, 45],
which share characteristics with the sparse and irregular traversal
patterns of FSTs.

In this work, we present RayFST, a novel approach that lever-
ages GPU RT cores to accelerate FST composition. To address the
challenges on GPUs, RayFST maps the structure of FSTs into a
3D spatial representation, where transitions are modeled as geo-
metric primitives. This spatial embedding is then indexed using
a BVH, enabling RT cores to perform hardware-accelerated tra-
versal. RayFST further introduces two ray-based optimizations to
enhance performance: (1) Ray Forwarding, a ray emission mecha-
nism that integrates traversal and label matching within a single
ray-tracing pass. It conditionally generates new rays upon intersec-
tions according to the label, eliminating redundant global memory
writes. (2) Dynamic Ray Generation, which dynamically controls
ray emission based on the available transitions of FSTs. A ray is
emitted only if the current state has at least one outgoing transition
with the target inner label, eliminating rays that would miss all
primitives. Load balance is further improved by issuing rays across
multiple partitions. To the best of our knowledge, RayFST is the
first work to leverage RT cores for accelerating FST composition.
Our contributions are summarized as follows:

● We identify key performance limitations of FST composition on
GPUs and introduce RayFST, which embeds FSTs into a spatial
representation to enable execution on RT cores.
● We further propose two ray-based optimizations: Ray Forward-
ing, which fuses transition lookup and label matching into the
ray-tracing pipeline, and Dynamic Ray Generation, which elimi-
nates invalid rays and balances workloads across rays.
● We conduct extensive experiments showing that RayFST
achieves average speedups of 5.8×, 11.0×, and 8.9× over OpenFst,
k2, and GTN on real-world FST benchmarks without offline tun-
ing. These gains translate into 1.44×–1.61× end-to-end training
latency speedups on two FST applications.
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Figure 2: Two weighted finite-state transducers𝑇1 and𝑇2, and
the resulting composed transducer 𝑇3 = 𝑇1 ○𝑇2.

Algorithm 1: Serial FST Composition Algorithm
Input: Two FSTs𝑇1 = (𝑄1, Σ, Γ, 𝑠1, 𝐹1, 𝛿1),𝑇2 = (𝑄2, Γ,Δ, 𝑠2, 𝐹2, 𝛿2)
Output: Composed FST𝑇3 = (𝑄3, Σ,Δ, 𝑠1𝑠2, 𝐹1 × 𝐹2, 𝛿3)

1 worklist← {𝑠1𝑠2}, 𝑄3 ← {𝑠1𝑠2}, 𝛿3 ← ∅;
2 while ⋃︀worklist⋃︀ > 0 do
3 𝑞1𝑞2 ← pop(worklist);

4 𝐸1 ← {(𝑞1, 𝑎1, 𝑏1, 𝑝1, 𝑟1) ⋃︀ 𝑞1
𝑎1 ∶𝑏1⇑𝑝1
ÐÐÐÐÐ→ 𝑟1 ∈ 𝛿1};

5 𝐸2 ← {(𝑞2, 𝑎2, 𝑏2, 𝑝2, 𝑟2) ⋃︀ 𝑞2
𝑎2 ∶𝑏2⇑𝑝2
ÐÐÐÐÐ→ 𝑟2 ∈ 𝛿2};

6 foreach (𝑞1, 𝑎1, 𝑏1, 𝑝1, 𝑟1) ∈ 𝐸1 do
7 foreach (𝑞2, 𝑎2, 𝑏2, 𝑝2, 𝑟2) ∈ 𝐸2 do
8 process 𝜖-label transitions
9 if 𝑏1 = 𝑎2 then
10 append (𝑞1𝑞2, 𝑎1, 𝑏2, 𝑝1 + 𝑝2, 𝑟1𝑟2) to 𝛿3;
11 if 𝑟1𝑟2 ∉ 𝑄3 then
12 𝑄3 ← 𝑄3 ∪ {𝑟1𝑟2};
13 push(worklist, 𝑟1𝑟2);
14 if 𝑟1 ∈ 𝐹1 and 𝑟2 ∈ 𝐹2 then
15 mark 𝑟1𝑟2 as an accept state;

16 return (𝑄3, Σ,Δ, 𝑠1𝑠2, 𝐹1 × 𝐹2, 𝛿3);

2 Background

2.1 Finite-State Transducers and Composition

Finite-State Transducers. A finite-state transducer (FST) is de-
fined as a 6-tuple (𝑄, Σ, Γ, 𝑠, 𝐹 , 𝛿). Here, 𝑄 is a finite set of states, Σ
and Γ denote the input and output alphabets, respectively; 𝑠 ∈ 𝑄 is
the start state, and 𝐹 ⊆ 𝑄 is the set of accept states. The transition
function 𝛿(𝑞, 𝑎,𝑏, 𝑟) specifies when a transition from state 𝑞 to state
𝑟 is allowed with input label 𝑎 and output label 𝑏, where 𝑎 ∈ Σ∪{𝜖},
𝑏 ∈ Γ ∪ {𝜖}, and 𝜖 denotes the empty symbol. Finite-state trans-
ducers can be weighted, where each transition is associated with

a weight 𝑝 in addition to its labels, written as 𝑞
𝑎∶𝑏⇑𝑝
ÐÐÐ→ 𝑟 . The left

part of Figure 2 shows an example of two transducers 𝑇1 and 𝑇2,
represented as a labeled directed graph.

FST Composition. Given two transducers 𝑇1 =
(𝑄1, Σ, Γ, 𝑠1, 𝐹1, 𝛿1) and 𝑇2 = (𝑄2, Γ,Δ, 𝑠2, 𝐹2, 𝛿2), their com-
position aligns the output labels of 𝑇1 with the input labels of 𝑇2
and combines transitions that match on this shared label. The
resulting transducer is 𝑇3 = (𝑄1 ×𝑄2, Σ,Δ, 𝑠1𝑠2, 𝐹1 × 𝐹2, 𝛿3). Each
transition (𝑞1, 𝑞2)

𝑎∶𝑐⇑(𝑝1+𝑝2)ÐÐÐÐÐÐ→ (𝑟1, 𝑟2) in 𝛿3 exists if there are
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Figure 3: Step-by-step example of iterative FST composition

for 𝑇1 and 𝑇2 in Figure 2. Each row expands one state pair,

lists the outgoing transitions from both FSTs, and shows the

composed transitions and newly generated state pairs for the

next iteration.

transitions 𝑞1
𝑎∶𝑏⇑𝑝1ÐÐÐ→ 𝑟1 in 𝛿1 and 𝑞2

𝑏∶𝑐⇑𝑝2ÐÐÐ→ 𝑟2 in 𝛿2. We refer to
the label 𝑏 in Γ as the inner label used for matching transitions,
while the input label 𝑎 from Σ and the output label 𝑐 from Δ serve as
the outer labels in the composition. The right part of Figure 2 shows
the composed transducer 𝑇3 = 𝑇1 ○𝑇2. Constructing the composed
FST is an iterative process, summarized in Algorithm 1. It starts
from the start-state pair (𝑠1, 𝑠2) of 𝑇1 and 𝑇2. In each iteration,
two steps are performed for every state pair (𝑞1, 𝑞2): transition
lookup (line 4–5) and label matching (line 6–15). Transition lookup
retrieves all outgoing transitions from 𝑞1 in 𝑇1 and from 𝑞2 in 𝑇2,
and label matching compares their inner labels. When an inner
label is 𝜖 , the composition moves forward only in the transducer
that has the 𝜖-transition and leaves the other transducer at the
same state. Matched transitions generate new states and transitions
in the composed FST, and any newly created state pairs are added
to the worklist for the next iteration until no additional pairs
are produced. Figure 3 illustrates how 𝑇1 and 𝑇2 are composed
step by step to produce 𝑇3. Many CPU-based methods have been
proposed [8, 11, 12, 21, 22, 34] to accelerate FST composition.

FST Composition on GPUs. Parallelizing FST composition on
GPUs has been explored in prior work [10, 40]. These schemes
assign GPU threads to process many state pairs and their outgoing
transitions in parallel. To support traversal on GPUs, the two FSTs
are stored in a CSR (Compressed Sparse Row) layout, as shown in
Figure 4. This layout stores the start position and associated data of
each state’s outgoing transitions in contiguous arrays, and threads
use these offsets to retrieve all transitions of a state. A separate
kernel then maps threads to transition pairs and performs label
matching. In Figure 4, for the state pair (1, 1), the offsets show that
each state has two outgoing transitions, giving four candidate pairs
to compare. Four threads check their inner labels, and two of these
comparisons result in composed transitions.

2.2 Ray Tracing

RT Cores and BVH Traversal. Ray tracing computes which geo-
metric primitives are intersected by a ray in a 3D scene. A naive
search tests every ray against every primitive, so its cost grows
quickly with scene size. Modern GPUs therefore include dedicated
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Figure 4: The CSR representation of two FSTs, illustrating

transition lookup and label matching for the state pair (1, 1).
Each transition from state 1 in 𝑇1 is compared with every

transition from state 1 in 𝑇2, requiring four comparisons.

RT cores to accelerate this process [2]. These units operate on a
bounding volume hierarchy (BVH), which organizes primitives into
a tree of axis-aligned bounding boxes. During traversal, if a ray
misses a box, the entire subtree under that box is skipped. Only the
boxes and primitives along hit paths need further processing. This
hierarchical pruning reduces both intersection tests and irregular
memory accesses. In practice, RT cores accelerate BVH traversal
together with ray-box and ray-primitive intersection, while the
remaining programmable logic still runs on the regular GPU cores.

Ray Tracing Pipeline. NVIDIA OptiX [6] exposes RT hardware
through a programmable pipeline. A developer first represents the
input data as geometric primitives and builds a BVH over them. A
ray-generation program issues rays, RT cores traverse the BVH, and
user-defined programs handle the corresponding events. For built-
in primitives, the intersection test is handled directly by hardware.
For custom primitives, the user provides an intersection program to
determine whether a hit occurs. The closest-hit, any-hit, and miss
programs then process the traversal result on the GPU cores. This
pipeline is well suited to problems that can be expressed as queries
over sparse or irregular data. For non-graphics computing, the key
benefit of the ray-tracing pipeline is that hardware-accelerated
BVH traversal on RT cores enables efficient search space pruning,
while its programmable stages execute user-defined operations
on CUDA cores upon hit and miss events. As a result, mapping
sparse workloads to this pipeline offloads complex traversal logic
to dedicated hardware, thereby mitigating the irregular memory
accesses that typically bottleneck conventional SIMT execution.

3 Motivation

As shown in Figure 1, FST composition dominates end-to-end train-
ing time. This motivates us to analyze the GPU execution of FST
composition itself and identify what limits its efficiency. To this end,
we profile GTN [40] with NVIDIA Nsight Compute on an NVIDIA
RTX 3090 GPU (methodology is described in §5.1). The FST bench-
marks are extracted from four real-world applications, which are
detailed in §5.2. We also compare the same metrics against our
proposed RayFST, which will be discussed in §4.
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Figure 5: Memory profiling results for FST composition on

real-world FST benchmarks.

3.1 Challenge #1: Irregular Memory Access

FST composition traverses two graphs 𝑇1 and 𝑇2 at the same time.
At every iteration, each state pair (𝑞1, 𝑞2) in the worklist issues
two independent CSR indirections: one uses 𝑞1 to index𝑇1’s offsets
and fetch its outgoing transitions, the other uses 𝑞2 to do the same
in 𝑇2. The two indirections target disjoint memory regions, so the
working set spans both FSTs at once. Worse, the state pairs are
produced dynamically by the previous iteration’s matching, so
neither lookup target is known in advance, and threads in the same
warp are typically assigned uncorrelated state pairs. The resulting
memory accesses scatter across both FSTs, making them difficult
to coalesce and prefetch effectively.

Memory Pressure. We measure memory pressure using two
metrics: the long-scoreboard stall ratio, defined as the fraction of
warp samples stalled by long-latency memory accesses, and the
total DRAM traffic. As shown in Figure 5, GTN is stalled by mem-
ory accesses in 39.1%–79.9% of warp samples (59.2% on average),
with Grammar and Morph spending nearly 80% of warp samples
waiting for data. Meanwhile, DRAM traffic averages 2.4 GB, and
large workloads such as Grammar (12.26 GB) and Speech (15.51 GB)
generate more than 12GB of off-chip memory traffic. These results
show that the high memory overhead mainly comes from ineffi-
cient access patterns rather than computation itself. In comparison,
RayFST (detailed in §4) lowers the average stall ratio to 39.0% and
reduces DRAM traffic to 0.09GB on average.

Summary. Joint CSR traversal turns transition lookup into irreg-
ular indirections over two disjoint memory regions. Addressing this
bottleneck requires a memory-access mechanism that can tolerate
sparse and unpredictable traversal.

3.2 Challenge #2: Redundant Label

Comparisons

To compose FSTs at a state pair (𝑞1, 𝑞2), the output labels of transi-
tions from𝑞1 must bematched against the input labels of transitions
from 𝑞2. We refer to each label comparison as a query, which checks
whether a transition from𝑞1 and a transition from𝑞2 share the same
inner label. As illustrated in Figure 4, the state pair (1, 1) issues four
queries, but only two queries match. If the query matches, the pair
can produce a composed transition. Although the number of such
queries grows quadratically with the average out-degree, only a
small fraction of them match. As a result, exhaustive cross-product
matching performs a large amount of redundant work and leads to
low hardware efficiency.
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Figure 6: Profiling results for label-matching queries in FST

composition on real-world FST benchmarks.

Matching Inefficiency. To quantify this inefficiency, we instru-
ment the kernels and report two metrics: Total Issued Queries and
Mismatch Rate. Total Issued Queries counts the number of work
items dispatched for label matching, where a work item is a thread
in GTN and a ray in RayFST. Mismatch Rate is the fraction of is-
sued queries that do not produce a matched label. As shown in
Figure 6 (a), GTN launches up to 239.4M threads on Speech and
12.1M threads on average across the four benchmarks. Meanwhile,
Figure 6 (b) shows that 96.3%–99.6% of these queries miss, with
an average miss rate of 98.3%. This indicates that GTN dispatches
tens of millions of work items per benchmark, only to discard 98%
of them as no-ops. This sparsity comes from the composition se-
mantics: most (𝑒1, 𝑒2) pairs do not share an inner label. However,
explicitly launching one thread to verify each mismatch is unnec-
essary. RayFST issues only 0.3M rays on average, which is 1/40
as many as GTN. It also lowers the miss rate to 63.6%. More im-
portantly, a RayFST miss is pruned during BVH traversal, rather
than being handled by a dispatched CUDA thread that explicitly
executes a failed comparison.

Summary. Cross-product label matching couples quadratic dis-
patch growth with near-zero hit rates. Eliminating this overhead
requires a matching primitive that surfaces only label-aligned tran-
sitions, instead of enumerating the full cross-product up front.

3.3 Opportunity: Ray-Based FST Composition

The two challenges point to two complementary requirements:
a memory-access mechanism that tolerates irregular dual indi-
rections, and a matching primitive that avoids exhaustive cross-
product enumeration. Software indexing techniques, such as hash-
ing and sorting, can reduce transition lookup overhead. However,
irregular search still runs on conventional GPU cores. Modern GPU
ray-tracing pipelines provide both capabilities: (1) The bounding-
volume hierarchy (BVH) organizes sparse and irregular spatial
data into a hardware-traversable index, which can prune empty
regions during traversal and reduce unnecessary memory accesses.
(2) Meanwhile, the ray-primitive intersection engine reports only
the primitives intersected by a ray. This provides a selective match-
ing mechanism that avoids explicitly comparing all edge pairs. By
embedding FST transitions as 3D primitives and representing la-
bel queries as rays, FST composition can be reformulated as an
intersection problem. This mapping allows us to use existing GPU
ray-tracing hardware for the two main bottlenecks of FST compo-
sition, motivating the RayFST design in the next section.
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T1 T2

Figure 7: Example of mapping FSTs to 3D primitives for ray

tracing, where the 𝑥-, 𝑦-, and 𝑧-axes correspond to the source

state, inner label, and destination state, respectively. The

yellow-highlighted rays illustrate the process of querying

outgoing transitions from a given state and inner label.

4 RayFST: Ray Tracing for FST Composition

We present RayFST, a ray-tracing-based FST composition approach
that maps transitions to geometric primitives and leverages RT
cores for BVH traversal. This section first introduces how RayFST
uses ray tracing for transition lookup (§4.1), and then presents two
optimizations (§4.2 and §4.3) that address the remaining challenges.

4.1 Mapping FSTs to Ray Tracing

Spatial Mapping of FSTs. To leverage RT cores, we first embed
FST transitions into a three-dimensional space that is indexed by a
BVH. Each transition of an FST is represented as a sphere primitive
together with its associated attributes. We use spheres instead of
triangles because a sphere only requires a center and a radius, while
a triangle needs three vertices, which reduces memory usage. The
radius of each sphere is set to a small constant value (e.g., <0.5)
to ensure intersection detection without spatial overlap. Specifi-

cally, a transition 𝑞1
𝑎∶𝑏⇑𝑝1ÐÐÐ→ 𝑟1 in 𝑇1 maps to a sphere centered at

(𝑞1, 𝑏, 𝑟1). A transition 𝑞2
𝑏∶𝑐⇑𝑝2ÐÐÐ→ 𝑟2 in 𝑇2 maps to a sphere cen-

tered at (𝑞2, 𝑏, 𝑟2). The outer labels 𝑎 and 𝑐 , together with weights
𝑝1 and 𝑝2, are stored as metadata associated with the sphere IDs.
By encoding the source state, inner label, and destination state into
the spatial coordinates, ray intersections capture both state connec-
tivity and label information. The inner-label alphabet Γ includes 𝜖 ,
which we encode at a reserved 𝑦-coordinate so that 𝜖-transitions
share the same BVH as regular transitions and require no special
data structure. Figure 7 illustrates the 3D representation of FSTs 𝑇1
and 𝑇2 from Figure 2. These primitives are then organized into a
BVH, which serves as the acceleration structure for efficient ray
traversal and intersection during composition.

Ray-Based Transition Lookup. After embedding FST transi-
tions into the 3D space, RayFST retrieves outgoing transitions from
a given state by emitting rays along the 𝑧-axis and detecting in-
tersections with primitives. Each ray queries outgoing transitions
from a source state with a specified inner label. For inner label 𝑏,

rays from 𝑞1 and 𝑞2 retrieve transitions of the forms 𝑞1
𝑎∶𝑏⇑𝑝1ÐÐÐ→ 𝑟1

and 𝑞2
𝑏∶𝑐⇑𝑝2ÐÐÐ→ 𝑟2, respectively. As shown in Figure 7, a ray emitted

from (1, 𝑥, 0) intersects with the sphere located at (1, 𝑥, 2) in 𝑇1,
indicating a valid transition from state 1 to state 2 with the output

label 𝑥 . During FST composition, all transitions from each state
pair (𝑞1, 𝑞2) in the two input FSTs will be explored. To cover all
possible inner labels, we emit ⋃︀Γ⋃︀ rays from origin points (𝑞, 𝑖, 0)
for each 𝑖 ∈ Γ, all directed along the 𝑧-axis. Figure 7 illustrates this
process for the state pair (1, 1), where each FST emits three rays
and four intersections are detected in total. The intersection results
and their metadata are written back to global GPU memory. A sub-
sequent GPU kernel then matches the inner labels and constructs
new states and transitions for the composed FST (lines 6–15 in
Algorithm 1). Among the ⋃︀Γ⋃︀ rays, the one emitted at the 𝜖 coor-
dinate retrieves 𝜖-transitions. When such a ray reports a hit, the
composition kernel follows the standard 𝜖-handling rule of FST
composition, advancing the state of that transducer alone while
keeping the other state unchanged.

Challenges for Ray Tracing. While the ray-based transition
lookup leverages hardware traversal for parallel exploration, two
key inefficiencies remain: (1) Separated transition lookup and

label matching. Although CSR-based traversal is replaced by ray
tracing, the composition step still requires an additional kernel to
compare labels and construct the composed FST. Intersection results
and metadata must be written to global memory after the traversal
pass and then reloaded by the composition kernel, leading to high
memory traffic and extra kernel-launch overhead. (2) Redundant
ray emission and workload imbalance. Uniformly emitting ⋃︀Γ⋃︀
rays for every state and inner label leads to redundant computation
and unbalanced workloads. Most states have only a few outgoing
transitions, somany raysmiss all primitives, while highly connected
states generate many more intersections and dominate execution
time, as in the Grammar and Morph FSTs in Table 3. Next, we present
two optimizations, Ray Forwarding and Dynamic Ray Generation,
to address these inefficiencies and improve performance.

4.2 Optimization #1: Ray Forwarding

The key idea of Ray Forwarding is to forward rays between𝑇1 and𝑇2
to fuse transition lookup and matching into one ray-tracing kernel.

Using Coordinates for Label Matching. In RayFST, the 𝑦-axis
encodes the inner label shared by the two FSTs. This design creates
a unified label space where transitions with the same inner label
are aligned along the 𝑦 coordinate. Any ray emitted at a given 𝑦
position therefore intersects only transitions with that inner label,
making each intersection test check both state connectivity and la-
bel equality. For example, in Figure 7, two rays emitted from (1, 𝑥, 0)
in 𝑇1 and 𝑇2 can only intersect primitives whose inner label is 𝑥 ,
ensuring that each intersection inherently corresponds to matching
inner labels in both FSTs.

Label-Aware Ray Forwarding. We integrate label matching
into the ray-tracing process by conditionally forwarding rays based
on intersection results, as illustrated in Figure 8. When a ray emit-
ted from a state in 𝑇1 intersects a primitive with inner label 𝑥 , a
new ray is forwarded from the corresponding state in 𝑇2 with the
same label 𝑥 . The metadata associated with the hit primitive in 𝑇1
is attached to the forwarded ray and kept in registers. When this
ray later intersects a primitive in 𝑇2, the composed transition is
generated immediately, without additional global memory accesses.
Rays for 𝜖-transitions are not forwarded: a hit on an 𝜖-transition
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Figure 8: Example ofRay Forwarding from the state pair (1, 1).
The figure shows the𝑦𝑂𝑧 plane at 𝑥=1. Rays hitting primitives

in 𝑇1 are forwarded to 𝑇2 with the same inner label and carry

the hit metadata. Gray arrows indicate rays not issued.

in either transducer directly yields a composed transition that ad-
vances the corresponding state, as defined in §4.1. Because only
rays that hit a primitive in 𝑇1 are forwarded to 𝑇2, Ray Forward-
ing skips traversal in 𝑇2 for inner labels that have no matching
transitions in 𝑇1 (e.g., inner label 𝑦 in 𝑇2 in Figure 8). This avoids
unnecessary label comparisons and redundant transition lookup in
𝑇2. Although a CUDA implementation can similarly fuse the two
stages to reduce intermediate memory accesses, Ray Forwarding
expresses the lookup in 𝑇2 as a label-constrained BVH traversal.
This allows RT cores to prune unrelated primitives before matching
intersections.

Traversal Direction.When a ray in one FST hits multiple prim-
itives, Ray Forwarding generates a forwarded ray for each hit in
the other FST. These forwarded rays share the same origin and
inner label, so they traverse the same regions and tend to serialize
the exploration of those transitions. As shown in Figure 8, if the
traversal proceeds from𝑇2 to𝑇1, a single ray in𝑇2 can generate two
forwarded rays that both visit the primitive (1, 𝑥, 2) in 𝑇1, causing
the same BVH region to be traversed multiple times. To mitigate
this effect, RayFST exposes the traversal direction as a parame-
ter 𝑑 ∈ {𝑇1→𝑇2, 𝑇2→𝑇1} and selects the direction that reduces
repeated traversal and avoids serialized execution.

4.3 Optimization #2: Dynamic Ray Generation

State out-degrees in FSTs are often highly skewed, with many states
having only a few outgoing transitions and some states exhibiting
much larger fan-out. When we emit a ray, this skew creates two
sources of inefficiency. First, many rays have nomatching transition
and miss all primitives; we refer to such rays as invalid rays. Second,
primitives are unevenly distributed in space, creating workload
imbalance. To address them, we present Dynamic Ray Generation
to reduce invalid rays and balance workloads.

Eliminating Invalid Rays. A ray is invalid if it misses all prim-
itives, indicating that there is no transition from the corresponding
state with that inner label. For example, in Figure 8, a ray emitted
from (1,𝑦, 0) in 𝑇1 would be invalid because state 1 has no transi-
tions with inner label 𝑦. Emitting such rays wastes computation, so
we preprocess the FSTs to determine, for each state, which inner
labels have transitions. Rays are generated only when transitions
exist. As illustrated in Figure 9, by projecting the primitives onto
the 𝑥–𝑦 plane, we obtain a ray emission map that identifies the
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Figure 10: Balancing workloads by partitioning the 𝑧-axis.

The 𝑧-axis of 𝑇2 is split into two equal partitions (𝑘2 = 2) to
limit each ray’s traversal range and mitigate imbalance.

states and inner labels that have transitions. This map is stored
in a lightweight CSR format, which enables efficient detection of
state-label combinations that have valid transitions.

When the composition processes state pairs in an iteration, we
compute, for each state 𝑞 in 𝑇𝑖 , the number of valid inner labels as
rowptr(︀𝑞 + 1⌋︀ − rowptr(︀𝑞⌋︀ to determine how many rays it should
emit. As shown in Figure 9, state 1 in𝑇1 emits only two rays. Before
launching the ray-tracing kernel, we compute a prefix sum over
these counts so that each state knows the starting position of its
labels. Each ray then uses its global index and a binary search on
the prefix-sum array to find its state and inner label. Because these
extra computations add overhead, a parameter𝑚 disables the ray
emission map when the workload can’t saturate the GPU.

Balancing Workloads Across Rays. The spatial distribution
of primitives is often non-uniform, so some rays traverse many
primitives while others terminate quickly. On SIMT GPUs, threads
in a warp execute in lockstep, so the warp cannot finish until the
longest-running ray completes, leading to load imbalance. One way
to mitigate this is to remap primitives in 3D space to obtain a more
uniform distribution [43], but such remapping requires runtime
analysis of primitive coordinates and incurs substantial overhead,
which is unacceptable for FST composition. Instead, we use a light-
weight balancing strategy that assigns each transducer𝑇𝑖 a partition
count 𝑘𝑖 along the 𝑧-axis. By shifting ray starting positions and
limiting their traversal ranges according to 𝑘𝑖 , we reduce work-
load imbalance with minimal overhead while maintaining high
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Table 1: Key parameters and statistics for adaptive parameter

selection.

Type Notation Description

Parameter 𝑑 Traversal direction in Ray Forwarding.
Parameter 𝑚 Ray-emission map switch in Dynamic Ray

Generation.
Parameter 𝑘𝑖 Number of 𝑧-axis partitions for transducer𝑇𝑖

in Dynamic Ray Generation.
Statistic ⋃︀𝑊 ⋃︀ The size of the worklist𝑊 of state pairs pro-

cessed in the current iteration.
Statistic Λ𝑖(𝑞) Inner labels of outgoing transitions from state

𝑞 in 𝑇𝑖 .
Statistic deg(𝑞) Out-degree of state 𝑞 in 𝑇𝑖 .
Statistic Θgpu Maximum number of concurrent rays on the

target GPU.

occupancy. Figure 10 illustrates this strategy: 𝑇1 and 𝑇2 are divided
into 𝑘1 = 1 and 𝑘2 = 2 partitions along the 𝑧-axis, respectively. For
each inner label in 𝑇2, two rays are emitted from different starting
positions (e.g., 𝑧 = 0 and 𝑧 = 2), and each ray traverses a 𝑧-range of
length 2.

4.4 Adaptive Parameter Selection

RayFST selects three parameters at runtime based on the input FSTs
and the runtime conditions in the current iteration: the traversal
direction 𝑑 , the ray-emission map switch𝑚, and the partition count
𝑘𝑖 for each transducer. This strategy uses lightweight statistics to
capture forwarding pressure, pruning opportunity, and available
parallelism. Table 1 lists the key notation.

Traversal Direction 𝑑 . Ray Forwarding forwards every hit in
the first transducer to the second one. If the first traversal produces
many hits, many forwarded rays with the same origin and inner
label are generated. These rays tend to revisit the same BVH regions
in the second transducer, which increases repeated traversal and
serialized execution. To decide the traversal direction that reduces
repeated traversal for each transducer 𝑇𝑖 , we measure

𝜌𝑖 =
∑𝑞∈𝑄𝑖

⋃︀Λ𝑖(𝑞)⋃︀
⋃︀𝑄𝑖 ⋃︀ ⋅ ⋃︀Γ⋃︀

, 𝑆𝑖 = 𝜌𝑖 ⋅max
𝑞∈𝑄𝑖

deg(𝑞),

where 𝑄𝑖 is the state set of 𝑇𝑖 , and Γ is the inner-label alphabet. 𝜌𝑖
measures how often a state-label pair is active, and max𝑞∈𝑄𝑖

deg(𝑞)
captures the largest fan-out after a hit. Their product 𝑆𝑖 estimates
the forwarding pressure when𝑇𝑖 is traversed first. We therefore set

𝑑 =
)︀⌉︀⌉︀⌋︀⌉︀⌉︀]︀

𝑇1→𝑇2, 𝑆1 ≤ 𝑆2,
𝑇2→𝑇1, 𝑆2 < 𝑆1 .

This choice starts from the transducer with the smaller forwarding
pressure and reduces repeated traversal in the second BVH.

Ray-Emission Map Switch𝑚. Enabling the ray-emission map
filters invalid rays before traversal, but it also adds prefix-sum
and index-lookup overhead. We enable it only when the unfiltered
workload is large enough that removing rays is more beneficial than
preserving occupancy. For the worklist𝑊 of state pairs processed
in the current iteration, the unfiltered ray count is ⋃︀𝑊 ⋃︀ ⋅ ⋃︀Γ⋃︀.When
the unfiltered ray count is smaller than Θgpu, the GPU cannot be
fully occupied. In this case, filtering rays would shrink the workload

Table 2: Parameter configurations of RayFST used in the

evaluation.

Config.

Traversal

direction: 𝑑
Invalid-ray

elimination:𝑚
Partition

count: 𝑘𝑖
RayFST-O0 / / /

RayFST-O1 𝑇1→𝑇2 / /
RayFST-O2 𝑇1→𝑇2 on 2
RayFST Adaptive Parameter Selection
RayFST-tuned {𝑇1→𝑇2, 𝑇2→𝑇1} {on, off} {1, 2, 4, 8}

further and may underutilize the GPU. We therefore choose

𝑚 =
)︀⌉︀⌉︀⌋︀⌉︀⌉︀]︀

off, ⋃︀𝑊 ⋃︀ ⋅ ⋃︀Γ⋃︀ < Θgpu,

on, otherwise.

Partition Count𝑘𝑖 . Partitioning the 𝑧-axis increases the number
of rays and shortens each ray’s traversal range. We estimate the
ray count 𝑅 and apply partitioning only when 𝑅 cannot saturate
the GPU. Assuming 𝑑 = 𝑇1→𝑇2 (the other direction is symmetric),
rays are emitted from 𝑇1, so

𝑅 =
)︀⌉︀⌉︀⌋︀⌉︀⌉︀]︀

⋃︀𝑊 ⋃︀ ⋅ ⋃︀Γ⋃︀, 𝑚 = off,
∑(𝑞1,𝑞2)∈𝑊 ⋃︀Λ1(𝑞1)⋃︀ , 𝑚 = on.

When𝑚 = off, every state pair in𝑊 emits one ray per inner label,
giving ⋃︀𝑊 ⋃︀ ⋅ ⋃︀Γ⋃︀ rays. When𝑚 = on, the ray-emission map restricts
each state pair (𝑞1, 𝑞2) to its ⋃︀Λ1(𝑞1)⋃︀ labels with valid transitions
in 𝑇1. If 𝑅 reaches the maximum number of concurrent rays on
the target GPU (𝑅 ≥ Θgpu), we keep a single partition. Otherwise,
we use the average out-degree (∑𝑞∈𝑄𝑖

deg(𝑞)) ⇑⋃︀𝑄𝑖 ⋃︀ to decide how
aggressively to split transducer 𝑇𝑖 . A larger average out-degree
usually means denser 𝑧-ranges and longer ray traversals, so finer
partitioning is more useful. We limit the candidates to a small set
𝐾 = {1, 2, 4, 8} and choose

𝑘𝑖 =
)︀⌉︀⌉︀⌋︀⌉︀⌉︀]︀

argmin𝑘∈𝐾 ⋂︀𝑘 − (∑𝑞∈𝑄𝑖
deg(𝑞)) ⇑⋃︀𝑄𝑖 ⋃︀⋂︀ , 𝑅 < Θgpu,

1, otherwise,

5 Evaluation

5.1 Experimental Setup

System Configuration.We evaluate our RayFST on a computer
with an NVIDIA RTX 3090 (Ampere architecture, 24 GB memory,
6 MB L2 cache, and 82 SMs). The GPU is equipped with second-
generation ray tracing cores for hardware acceleration [3]. The
system runs Linux on a 12-core Intel Xeon 4214R CPU and 128 GB
memory. All programs are compiled with CUDA 13.0 and GCC
13.2 with the compilation options -O3 -arch=sm_86. The ray-
tracing kernels in RayFST are implemented using NVIDIA OptiX
9.0 APIs [6]. The spatial mapping and optimizations in RayFST rely
on hardware-accelerated BVH traversal within a programmable
ray-tracing pipeline. The same design can target other RT-enabled
architectures, such as AMD GPUs [4, 31] and Intel GPUs [7, 42]. We
measure the FST composition time in milliseconds, including pre-
processing on the input FSTs for all evaluated schemes, CPU–GPU
data transfer for GPU schemes and BVH construction for RayFST.

Evaluated Schemes.We compare RayFST against three state-
of-the-art FST libraries, including two CPU baselines and one GPU
baseline. The CPU baselines are: (1) OpenFst [9], a widely used
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Table 3: Characteristics of the real-world FST benchmarks.

Each benchmark consists of two transducers, denoted L (left)

and R (right). The table reports the number of states and tran-

sitions, the input and output alphabet sizes, and the average

and maximum per-state-label out-degrees for both transduc-

ers.

#States #Transitions Input alph. Output alph. Avg deg. Max deg.

Benchmark

L R L R L R L R L R L R

Edit 2 76,867 158 198,284 29 27 27 27 2.3 1.0 3 1
Grammar 111,591 161 239,845 5,032 128,256 73 73 98 1.6 1.0 59,082 2
Morph 140 98,663 7,064 129,502 74 181 79 171 1.0 1.1 1 28
Speech 251 27,397 17,250 37,703 69 69 69 10,001 1.0 1.0 1 4

CPU library that provides a variety of FST operations. (2) k2 [5],
an FST library for CPU and GPU execution that composes FSTs by
inverting one FST and intersecting sorted transitions. Since it does
not support composition with 𝜖-transitions on GPU, we use its CPU
routine. The GPU baseline is: (3) GTN [40], a GPU-based FST library
that performs parallel composition on a CSR-like representation.
We do not compare against the GPU implementation from prior
work [10] because it could not complete most benchmarks within 10
minutes. In this section, RayFST denotes the default configuration
with both optimizations enabled and adaptive parameter selection.
We use the other configurations of RayFST to study parameter
choices and the effect of each optimization, summarized in Table 2.
For real-world FSTs, we report RayFST-tuned, which evaluates
all 64 parameter combinations and keeps the fastest run under
a 30-minute search limit per benchmark. For synthetic FSTs, we
report RayFST-O0, RayFST-O1, and RayFST-O2 to evaluate the two
optimizations separately. To ensure correctness, we verify every
composed FST with OpenFst’s RandEquivalent tool.

5.2 Performance on Real-World FSTs

FST Benchmarks. We construct a set of benchmarks consisting
of FSTs extracted from four real-world workloads and evaluate
the performance of their composition operations. These workloads
cover error-tolerant recognition, constrained LLM decoding, mor-
phological translation, and speech recognition: (1) Edit simulates
error-tolerant word recognition [17] by composing an edit-distance
transducerwith a lexicon FST built from the LibriSpeech corpus [38].
(2) Grammar is used for constrained decoding in large language
models by composing a lexing FST over Llama-3.2 [41] tokens
with a Python grammar transducer for token-to-terminal map-
ping [25, 39]. (3) Morph performs morphological analysis and trans-
lation by composing the English morphological analyzer with the
English-Spanish bilingual transfer transducer [13]. (4) Speech rep-
resents speech-recognition decoding by composing a LibriSpeech
lexicon [38] with an emissions graph that encodes the alignment
between phonemes and acoustic frames. Table 3 summarizes the
characteristics of the FST pairs in these workloads.

Overall Performance. Figure 11 shows the performance of
all schemes on four representative real-world FST benchmarks.
RayFST-tuned outperforms both CPU and GPU schemes, with av-
erage speedups of 7.4× over OpenFst, 14.0× over k2, and 11.3×
over GTN. Without parameter tuning, RayFST still achieves 5.8×,
11.0×, and 8.9× speedups over the three baselines. On three of four
benchmarks, RayFST remains close to RayFST-tuned. On Grammar,
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Figure 11: Speedup of the evaluated schemes on real-world
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Table 4: Execution time on real-world FST benchmarks (ms).

SpdUp: speedup of RayFST-tuned over each scheme.

OpenFst k2 GTN RayFST RayFST-tuned

Benchmark

Time SpdUp Time SpdUp Time SpdUp Time SpdUp Time

Edit 173.1 13.3× 192.7 14.8× 25.7 2.0× 13.1 1.0× 13.0
Grammar 122.9 1.7× 149.7 2.1× 1461.9 20.5× 161.5 2.3× 71.4
Morph 28.3 2.5× 24.4 2.2× 268.3 23.7× 12.8 1.1× 11.3
Speech 4546.4 52.7× 49374.3 572.8× 1462.3 17.0× 88.6 1.0× 86.2
Gmean — 7.4× — 14.0× — 11.3× — 1.3× —

the 2.3× gap to the offline-tuned oracle results from its highly
skewed degree distribution, although RayFST remains 9.1× faster
than GTN. The execution times are summarized in Table 4, where
RayFST-tuned reduces the runtime from several thousand millisec-
onds to under one hundred for several benchmarks.

Comparison with CPU Schemes. RayFST-tuned consistently
outperforms OpenFst on all benchmarks, achieving up to 52.7×
speedup on Speech. OpenFst performs label matching by sequen-
tially scanning transitions, which becomes costly in Edit and
Speech due to the large number of transitions. k2 uses an invert-
sort-intersect pipeline and performs well on Morph, but it slows
down on Speech because the large transition sets make sorting
and intersection expensive. For RayFST, the speedup on Grammar is
lower because its FSTs have uneven out-degrees and the CPU is less
sensitive to this irregularity. Even so, RayFST-tuned still achieves
1.7× and 2.5× speedups over OpenFst on Grammar and Morph by
generating more rays to balance workloads.

Comparison with GPU Schemes. GTN accelerates composition
with thread-level parallelism, but its performance is constrained
by irregular memory access and redundant label-matching com-
putation. These costs increase when the inner alphabet is large or
when out-degrees vary widely across states. In Edit and Speech,
GTN improves over the CPU scheme, while RayFST gains addi-
tional speedup from ray-based transition lookup, which leverages
hierarchical BVH traversal. In Grammar and Morph, the large al-
phabet and uneven out-degrees increase GTN’s matching cost and
cause workload imbalance, making it slower than the CPU baseline.
RayFST-tuned improves performance by generating rays dynam-
ically based on FST characteristics, achieving an average 11.3×
speedup over GTN.

Runtime Breakdown of RayFST. We break down the runtime
of RayFST on real-world FSTs to understand where time is spent.
We partition execution into four components: FST Preprocessing
collects input-FST statistics and prepares the ray-emission map for
Dynamic Ray Generation. BVH Construction builds the BVHs for
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Figure 12: Runtime breakdown of RayFST on real-world FST
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Figure 13: Performance on synthetic FSTs with varying node

counts. All FSTs have out-degree 4 and alphabet size 10.

both FSTs. RT Execution runs the ray-tracing kernels for transition
lookup and label matching. Other includes buffer allocation, host-
device transfers, parameter packing, and synchronization. We find
that RT execution is the dominant cost in all workloads, accounting
for 64.4%–96.9% of total runtime, as shown in Figure 12. On the
larger Grammar and Speech workloads, RT execution exceeds 96%
of total time, leaving only 3.1%–3.4% for all non-RT costs. On the
smaller Edit and Morph workloads, fixed costs account for a larger
share, and FST preprocessing and BVH construction together take
about 23% of runtime. Even in these cases, RT execution remains
the largest component at about 64%. We observe the same trend
as in Figure 11: as workload size grows, setup costs are amortized,
and performance depends mainly on RT traversal. We also measure
the memory footprint of the BVHs constructed for the two input
FSTs. For each FST pair, the two BVHs occupy 2.8, 12.5, 10.1, and
7.0MB on Speech, Grammar, Edit, and Morph, respectively.

5.3 Sensitivity Studies on Synthetic FSTs

Synthetic FSTs Setup.We generate synthetic FSTs to study how
FST structure affects composition performance. We vary the state
count, out-degree, and alphabet size one at a time, and evaluate
schemes under the same setting. For each setting, we generate
a random FST pair in which all states have the same out-degree
and all transitions are uniformly distributed over the alphabet.
We also study the effect of our optimizations by enabling them
incrementally on synthetic FSTs.

Sensitivity to State Count. Figure 13 shows how performance
changes as the number of states increases from 256 to 4096. CPU
schemes such as OpenFst and k2 improve only slightly because their
performance is limited by sequential transition processing. RayFST
and GTN achieve higher speedups because larger FSTs expose more
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8 10 12 14 16 Gmean
0

20
40
60
80

100

Sp
ee

du
p

ov
er

 O
pe

nF
st

1.
0

1.
0

34
.2

21
.2 28

.6 40
.7

43
.7

OpenFst k2 GTN
R FST-O0 R FST-O1 R FST-O2 R FST
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parallelism for the GPU. Across all sizes, RayFST remains consis-
tently faster than GTN. This advantage comes from replacing CSR
transition lookup with BVH-accelerated ray-primitive intersections,
which improve locality and reduce redundant work.

Sensitivity to Out-Degree. Figure 14 shows how performance
changes as the out-degree increases from 8 to 128. Larger degrees
expand each state’s transitions and increase label-matching cost for
CPU schemes such as OpenFst and k2, leading to more execution
time. Both GPU schemes improve with higher degrees, but RayFST
scales better because Ray Forwarding and Dynamic Ray Generation
reduce invalid rays and balance workloads. At degree 128, RayFST
reaches about 3.0× speedup over GTN.

Sensitivity to Alphabet Size. Figure 15 shows how performance
changes as the alphabet size increases from 8 to 16. As the alphabet
grows, label matches become sparser, which reduces the number of
composed transitions and lowers execution time for CPU schemes
such as OpenFst and k2. For GPU schemes, GTN remains sensitive
to redundant query dispatch under sparse matches, while RayFST
keeps more stable performance by pruning unmatched candidates
during BVH traversal. Across all tested alphabet sizes, RayFST
remains consistently faster than GTN.

Optimization Analysis. Figure 13, Figure 14 and Figure 15
show the performance of RayFST on synthetic FSTs with optimiza-
tions enabled incrementally. Our observations are as follows: (1)
RayFST-O1 outperforms RayFST-O0 on all synthetic benchmarks.
By fusing transition lookup and label matching into a single ray-
tracing kernel, Ray Forwarding reduces substantial global memory
traffic. (2) The benefit of Dynamic Ray Generation depends on
FST size. With small state counts or degrees (e.g., 256 states or
degree 8), RayFST-O2 can be slightly slower than RayFST-O1 due
to preprocessing and binary-search overhead. For larger FSTs, how-
ever, the ray-emission map removes many redundant rays, allowing
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Table 5: Total FST composition time and end-to-end training-

step latency on two FST applications.

Total Composition (ms) E2E Train Step (ms)

Application

GTN RayFST Speedup GTN RayFST Speedup

ASR 372.8 171.8 2.17× 656.0 455.0 1.44×
HWR 488.3 180.4 2.71× 814.9 507.1 1.61×

RayFST-O2 to outperform RayFST-O1. (3) RayFST achieves perfor-
mance close to RayFST-tuned without tuning. It selects traversal
direction and ray-generation strategy at runtime based on FST
characteristics and GPU utilization, delivering strong performance
across all settings.

5.4 End-to-End Performance on Real

Applications

Evaluated Applications. We evaluate RayFST on two differ-
entiable sequence-to-sequence training tasks from the GTN li-
brary [1, 40], where FST composition is executed at every training
iteration: (1) An automatic speech recognition (ASR) model trained
on LibriSpeech [38]. The encoder is a Time-Depth Separable (TDS)
convolutional network [18]. It is trained with a transducer loss that
requires four composition operations per step to align the target
word sequence with acoustic emissions. The largest intermediate
FST in this pipeline reaches up to 255K states and 2.2M transitions.
(2) An offline handwriting recognition (HWR) model trained on the
IAM database [30]. The encoder is a 2D-TDS network [18] over
a 78-character alphabet with a bigram transition model encoded
as a compact FST. Each training iteration requires seven compo-
sition operations in total: five to construct alignment graphs and
normalize output distributions, and two more during decoding to
find the most likely character sequence. The largest intermediate
FSTs reach up to 44K states and 3.5M transitions. We report the
average per-iteration latency (i.e., the execution time of a single
training step on a mini-batch) over multiple runs after warm-up.

End-to-End Speedup. Table 5 reports end-to-end per-iteration
latency and total FST composition time per iteration for GTN and
RayFST. RayFST reduces total FST composition time by 2.17× on
ASR, from 372.8ms to 171.8ms, and by 2.71× on HWR, from 488.3ms
to 180.4ms. This reduction lowers end-to-end per-iteration latency
by 1.44× on ASR, from 656.0ms to 455.0ms, and by 1.61× on HWR,
from 814.9ms to 507.1ms. As Figure 1 shows, FST composition
accounts for 56.4% of training time in ASR and 61.7% in HWR. As a
result, accelerating FST composition delivers end-to-end speedups
and saves more than 200ms per iteration on both applications.

6 Related Work

This section provides an overview of related work on GPU exe-
cution of finite-state automata, and the broader use of GPU ray
tracing cores in general-purpose computing.

Finite-State Automata Execution on GPUs. Finite-state trans-
ducers extend finite-state automata by adding output labels to tran-
sitions. They both face irregular parallelism and load imbalance
because the active worklist changes across steps. Previous GPU au-
tomata engines map threads to states or transitions, which can leave
many threads idle when theworklist is sparse or imbalanced [26, 46].

ngAP improves efficiency with symbol-parallel execution and work-
list scheduling that increases locality [14]. Automata processing
matches each input symbol against transitions in one machine. FST
composition instead matches outgoing transitions from two ma-
chines by shared labels. RayFST offloads this label matching to RT
cores through geometric mapping and ray traversal.

Leveraging RT Cores for Non-Graphics Applications. RT
cores have recently been repurposed for non-graphics workloads
such as neighbor search [27, 29, 35, 45], database indexing [20],
spatial indexing [16], spatial join queries [15], and scan [28]. These
efforts show that BVH traversal can accelerate irregular search and
filtering in non-graphics domains. Xiao et al. [43] further study
graph workloads such as BFS and triangle counting, and show that
BVH construction cost can limit end-to-end gains. Our work shares
the same high-level goal of repurposing RT cores for irregular GPU
workloads. However, RayFST targets label-constrained state expan-
sion rather than generic spatial filtering. RayFST maps transitions
to geometric primitives so RT traversal directly performs candidate
matching during composition.

7 Conclusion

This paper presents RayFST, a ray-tracing-based approach for ac-
celerating FST composition. Existing GPU methods are limited by
irregular memory access and redundant label matching. RayFST ad-
dresses these challenges by using RT-core BVH traversal for parallel
transition lookup and introducing Ray Forwarding and Dynamic
Ray Generation to reduce redundancy and balance workloads.With-
out offline tuning, RayFST achieves a geometric-mean speedup of
5.8× over OpenFst, 11.0× over k2, and 8.9× over GTN across four
real-world FST benchmarks. On synthetic FSTs, RayFST reaches up
to 3.0× speedup over GTN at high out-degrees by exploiting BVH-
based pruning. For end-to-end training, RayFST reduces total FST
composition time by 2.2× on ASR and by 2.7× on HWR, translating
into 1.4× and 1.6× per-iteration speedups.
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